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Why Rewriting? And Scope

* To deliver NSF Safe-OSE program

» Seek for solutions to enhance safety, security, and privacy of open-
source ecosystems. CESM is a good testbed

* Couldn’t be more secure if Fortran code can be rewritten into
Rust/Python/JAX/etc
* Potential to help
e Ease the use and future development of CESM
* Numerical-Al integration

* Scope
 CAMD5: Fortan-based, CPU-only = Python-based, CPU-only
* CAMG6: Fortan-based, CPU-only = JAX-based, CPU/GPU hybrid



Design Overview

Short-term
& Long-term
Context




Results — The Good

* LLMs can rewrite 99% of the
code from Fortran to Python

 Bitwise-identical for tested / Fortran (O)
codebase

e Callback to Fortran if not
Python (RE)

* No performance degradation
* Credits to Codon?

g

Fortran-callback (O)

1. Codon: A high-performance, zero-overhead, extensible Python compiler with built-in NumPy support 4
https://github.com/exaloop/codon



https://github.com/exaloop/codon

Results — The Good (Cont.)

e Bottom-up approach

* Stop when the outmost Fortran wrapper is all rewritten
* “OREO” becomes “REO”

* Track real-time progress of Fortran-Codon rewriting at
https://cam.idapro.me/ dashboard

CAM Codon Status Fomula Map_Jl\ Export C3V Thermodynamic energy
1052 1052 0 0 0 0
Total done done-native-island processing partial none
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file/subroutine view


https://cam.idapro.me/

Results — The Bad

* The devil isin the remaining 1%

* Achieving bitwise-identical for untested codebase is
extremely challenging

* In practice, testing must continue until the observed behaviors
and input space saturates.
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More tests to improve coverage



Results — The Bad (Cont.)

* LLMs occasionally make subtle but fatal mistakes for its
autoregressive nature
* E.g., avariable is inadvertently omitted
 #ifdef is mistranslated

* Such errors become more common as the semantic
distance between the source and destination increases

4098 #1fdef PERGRO

zm_conv.F90; CAM6 does not define PERGRO while
the agent translates code in the true branch

Fortran-based, = Python/Codon/Num JAX-based, CUDA-level, GPU-
CPU-only ba-based, CPU-only CPU/GPU Hybrid Accelerated

»
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Results — The Bad (Cont.)

* Floating-point discrepancies arising from differences in
math libraries, compilers, and hardware architectures are

a persistent source of debugging noise

disc = 4.2_r8 * recons{4,1,j) * recons(5,i,j) - recons(6,1,] )2
if (abs(disc) = threshold) then
extrema(l) = recons(6,i,j) * recons(3,1i,j) - 2.0_r8 * recons(5,1i,j) * recons(2,1,j) da: 1=1,hp
extrema(2) = recons(6,i,j) * recons(2,1i,j) - 2.08_r8 % recons(4,i,j) * recons(3,1,7) vl = elem{ie)%statesv(i,j,1,k,nd)
V2 = elem{ie)%statesv(i,j,2,k,nd)

E = 0.5 _r8+( visvl + v2#v2 )

disc=1.0_r8/disc
Ephi(i,j)}=E+phi(i,j,k)

extrema(l) = extrema(l) * disc + spherecentroid(1,1,j)

extrema(2) = extrema(2) * disc + spherecentroid(2,1,j) v¥*2in Python pOW() 1= vy
a*(1/b) = a/b (fvm_reconstruction_mod.F90:459) (prim_advance_mod.F90:1326)
IDIRS SIMD flux=Fflux+weights(1, iarea)=dp(ii,jj)
do ipt=1,ngpc do itr=1,ntrac
. . . . . R . do iw=1,irecons_tracer_actual

qu]..pti - )-:_Sft:a:E[J..CE.,Jl.seg,J..area;-:x_s:aft:.l-.c:;,]-.seg,:!.area;w.gsp: flux_tracer(itr) = flux_tracer(itr)+weights(iw,iarea)*ctracer(iw,ii,jj,itr)
yalipt) = x_static(2,iseg,iarea)+dx_static(2,iseg,iarea)=gsp end do
Flipt,1) = ya(ipt)/(SQRT(1.8_rB+xqiipt)+xg(ipt) + yglipt)+yg end do

enddo

Compiler-specific SIMD lowerings for non-power-of-2 trip Non-deterministic GPU thread scheduling produces different

counts cannot be replicated in Python (dimensions_mod.F90) sums on each run

bitwise-identical using gfortran but sometimes must be ifort



Results — The Ugly

* During rewriting CAM6 to JAX-based and GPU-accelerated
version, GPU shortens computation but the data movement
between CPU and GPU becomes the new bottleneck

e E.g. FHIST (f09), SST-forced, 1979-01
* CPU Baseline: 3,055s
* GPU version: 3,038s

Data movement:
5.96 ms

Kernel run: 5.75 ms from
CPU’s 75.2 ms

advance_clubb_core in advance_clubb_core_module.F90



Results — The Ugly (Cont.)

* LLM is well-known and widely criticized for
hallucination/mis-alighment, even if frontier models

* LLM may confidently claim bitwise-identical behavior even when
the rewritten code has never been executed in the target HPC
environment

 Comprehensive Instrumentation and monitoring are necessary

* Frontier models are expensive
* Current cost is $0.02 per LoC (S200 per 10K LoC)
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Next Step

* The bad

1. Testing Coverage

2. Subtle but fatal
mistakes

3. Floating-point noise
from compiler and
architecture

* The ugly
4. CPU/GPU data
movement bottleneck

5. Hallucination/Mis-
alignment

6. Expensive tokens

1. more compset, production
simulation, nc input

2. neuro-symbolic
reasoning

4. combinational
optimization

stora &
retrieva

Short-term
& Long-term
Context

6. open-source
model

3. domain-expertise
embedding for
ensemble consistency

11



What Else?

The initiative is seeking for security solutions

CESM codebase
* Manual auditing reveals a few

» Agentic Cl/CD continue working after rewriting

Supply chain risk
 E.g., CVE-2025-14933 in NetCDF-C 4.8.1/4.9.2/4.9.3 on Derecho
* Oday in latest Unidata

Runtime HPC environment
« Common protections are not enabled, e.g., PIE and Stack Canary

12



Contact and Useful Links

Email: yueqi.chen@colorado.edu

GitHub repo for Python/CPU version for CAM5:
https://github.com/a85tract/PyCAMS5

* Feedbacks are very welcome!

Python-based, CPU-only rewriting progress-track:
https://cam.idapro.me/

Enumeration of “Bad” and "Ugly” cases:
https://docs.google.com/document/d/1HDPz7zkP3svwQO0

62fDFEUHgfMONiGVJGalNXKcwIRmA/edit?usp=sharing
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